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Wikipedia is an online encyclopedia (www.wikipedia.org),
available in more than 100 languages. If we consider each
article as a node and each hyperlink between articles as a
link, we have a wikigraph, the link structure of wikipedia.
We can extract one wikigraph for each available language,
with size ranging from less then 1000 nodes to more than 500
thousand nodes and more then 5 million links. Associated
with each node there are timestamps, indicating the creation
and upadate dates of each page, that allows to study how the
graph properties evolve over time. In a first part of our study
we observe that wikigraphs maintain the main characteritics
of webgraphs, for which temporal information is usually not
available. We then study the temporal evolution of several
topological properties of wikigraphs and relate this measures
to the number of updates of the documents.

1. INTRODUCTION

The role of time is becoming more and more crucial in or-
der to develop search-engine algorithms able to provide the
final user with the most up-to-date results possible. In the
past decade, the Web has experienced a very rapid grow-
ing rate and the most recent research [9] estimates that the
indexable web exceeds 11.5 billion pages. Because of this
huge amount of data, the search engines have to constantly
a ord the burdensome task of updating their index in order
to keep in touch with the evolving Web.

The study of evolving web has been mainly focused on the
degree and the frequency of changes in the Web pages. The
statistics collected on sequential crawls of the web have been
used to devise incremental crawlers able to guarantee high
freshness of the pages in their indexes. The rapid rate of
the pages change is not the main feature of the web. It has
been observed [13] that the hyperlinked structure evolution
is even more dynamic. After one year, the percentage of ini-
tial links still present in the Web is only 24% against a num-
ber of unchanged pages that reaches 50%. This character-
istic is even more important since the hyperlinked structure
is the basis of the algorithms that assign an authoritative-
ness score to the pages. To capture the relation between the
popularity, authority and time, some recent studies [1; 10;
11] have presented structures that directly couple hyperlinks
with temporal data.

It is worth to underline that extracting the link structure of
the web at a certain point in time is not simple. An attempt
can be made by collecting a series of static snapshots by

sequential crawls. From the analysis of these snapshots, it
can be inferred if a page has been modified or deleted during
a certain time frame but it is not possible to determinate
exactly the instant when the update or deletion occurred.
The attempt mentioned in [1] to obtain the update time
from the HTTP server answers is not e cient. Only 40% of
the HTTP headers present time information (i.e. creation
and last update time) and a ’404’ answer do not necessary
imply that the page was deleted.

In [11], the authors overcome this problem considering the
evolution of the Blogspace, the space of weblogs (or blogs).
A blog is commonly a page that contains a series of dated
entries. Each time that a new entry is inserted, the page
can be considered updated. In this way, all the information
concerning the ’time” can be directly extracted.

The same feature characterizes Wikipedia, an on-line and
free content encyclopedia written in more than 100 lan-
guages, whose evolution we analyze in this experimental
work. First of all, it is important to stress that although
the temporal information is not directly comprised within
each page as for the blogs, it is possible to obtain for each
page both the old version and the complete list of updates
(more details in Section 3). Since each language is formed
by an independent subset of articles, we can have a contin-
uous time vision of the evolution for each of them.

There are a number of reasons that lead us to consider the
Wikipedia encyclopedia (www.Wikipedia.org) a good dataset
for webgraph-type experiments:

= sociological reasons: the encyclopedia collects pages
written by a number of independent and heterogeneous
individuals. Each of them autonomously decides the
content of their articles with the only constraint of a
prefixed layout. The autonomy is a common feature
of the content creation in the Web. The Wikipedia
authors’ community is comprised by members that are
pushed by the only wish to make available to the world
concepts and topics that they consider meaningful. In
some sense, the evolution of the Wikipedia subsets
highlights the develop of significant trends within each
linguistic community.

= generation on time: Wikipedia provides time informa-
tion associated with nodes. Moreover, it provides old
information: time information regarding the creation
and the updates for each page on the dataset.

« independence of external links: Wikipedia articles link
mainly to articles on the same dataset.



e variety of graph sizes: since we have one graph for
each language, the graph dimensions vary from a few
hundred up to half million pages.

We present a study of the hyperlinked graphs originated
from the link structure of the pages of the online encyclo-
pedia Wikipedia. This work aims to verify if any evolving
trend is observable in the statistical properties of the Web
(degree, PR, number of updates) and if these measures are
correlated each other over the time. We want to stress that,
up to now, very little research work has been devoted to the
evolution of the statistical and topological properties of hy-
perlinked graph as webgraphs, blog graphs and wikigraphs.
The study of the topological properties of the Web has started
in [3; 15]. A more complete analysis of the webgraph was
later presented in [4] where many measures of the Web were
presented together with the bow-tie picture, a macroscopic
characterization of the Web structure. Later, these results
were extended by an extensive study of a large sample of
the Web provided by the Webbase project [6].

The study reveals that the wikigraphs share the same prop-
erties of the samples collected crawling large portions of the
Web and that they are characterized by a well-connected
structure with more than 80% of the nodes belonging to a
large strongly connected component. The temporal analysis
shows that

« the single snapshots exhibit very similar properties
with respect to indegree and outdegree distribution;

< the number of updates of pages is concentrated in the
few first months of its creation.

« the number of updates is not correlated with pagerank,
indegree, outdegree and number of visits.

2. RELATED WORK

The study of the temporal evolution of webgraphs has al-
ready been addressed in several previous works [1; 2; 5; 8;
13]. Most of them traced a set of pages in order to compile
some statistics about the frequency and rate of the changed
pages and the percentage of pages that are deleted or cre-
ated every year. The search engine perspective is dominant
in all of them.

The paper [5] presents the results of an experiment con-
ducted over 4 months. The authors daily crawled 270 sites
in order to measure the rate of change and the lifespan of
each page. A Poisson process was used to model the rate
of change and compare the e ciency of di erent crawling
strategies. The authors also described the architecture of
a incremental crawler able to keep up the index with the
evolving web.

Fetterly et al. [8] expanded the work of [5] both in terms
of coverage and sensitivity to changes. They found out that
good predictors of future changes in the web are the top-
level domain pages, and relate document size and history to
the freshness of a web page collection.

A search engine-centric approach is followed also in [13]. The
authors crawled 154 ‘popular’ sites for a year and revealed
a high dynamical behavior of the Web. But, despite of the
high rate of newly created pages, the ‘new contents’ intro-
duced are less than 5% of all changes introduced. They also
observed that the Web link structure is even more dynamic
with more than 75% of new links every year. Moreover they

found out that, for pages with significant changes over the
time, the degree of changes tends to be highly predictable
and observed that this results can be used to crawl proper
portions of the Web.

Models for analyzing the evolution of the webgraph were
presented in [10; 11]. In particular Kraft et al. [10] defined
the notion of TimeLinks and extract some statistics over
the data. Kumar et al. [11] introduced the notion of time
graph and conducted a series of experiments in order to trace
the formation and the development of communities in the
Blogspace and to detect burst of activity within them.

3. THE DATA SETS

Wikipedia is an on-line and free content encyclopedia. The
first few English pages were published in January 15, 2001.
Four and half years later, Wikipedia has more then 1 million
articles, available in more then 100 languages:

< English dataset with more than 581 thousands articles;
e German dataset with 239 thousands articles;

e French and Japanese datasets with a bit more then 100
thousand articles;

e Dutch, Polish, Portuguese, Spanish and Swedish datasets
with more then 50 thousand articles;

e 27 other datasets with more than 10 thousand articles;
» 41 other datasets with more than a thousand articles;
» 32 other datasets with more than a hundred articles.

The datasets of each language are available! in two self-
extracting files for mysqgl database. The table cur contains
the current on-line articles, whereas the table old contains
all previous versions of each article in the cur table . Old
versions of an article are identified by the title, and not the
same id. The dataset dumps are updated almost weekly, so
the current graph is usually not more than a week old.

In order to generate a graph from the link structure of a
dataset, each article corresponds to a node and each hy-
perlink between articles to an edge in this graph. In the
Wikipedia datasets, each webpage is a single article, i.e. an
item of the encyclopedia. An article also might contain some
external links that point to pages outside the dataset. Very
few Wikipedia articles have external links. These kind of
links are not considered for generating wikigraphs, since we
want to restrict the graph to pages into the set being ana-
lyzed.

The file cur is in fact a sql script able to create a mysql table
with 16 fields. For our purpose, the fields of interest for each
article are the id, the title, the text, a timestamp indicating
its last change, and a counter that takes into the account
the number of times the page was visited. Moreover, the
fields namespace and is_redirect are important in order to
identify real articles. The namespace field is set with values
from O to 7, and just the value of namespace=0 indicates
a proper article. Other settings of namespace refer to the
user that last modified the article, discussions between the
work group of Wikipedia, images, etc. The field is_redirect
is set to O if it is active or to 1, if it was inserted in the
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content of another page, or if its title was modified. Pages
set with is_redirect = 1 are pages that contain just one link
to the page where its content was transfered. So, they are
not real articles and we do not include such kind of nodes in
the wikigraphs. The file old contains just 10 of the 16 fields
existing in tables cur.

A graph with timestamps is generated making use of both
tables. Besides of the original fields obtained from the ta-
ble (cur), each node has a table with timestamps starting
with the time the node was created, a list of timestamps
indicating the time of each update and an end time, that
is open for the current nodes. Similar temporal information
is associated with links. A link is considered updated every
time one of its endpoints is updated.

We generated six wikigraphs, wikiEN, wikiDE, wikiFR, wikiES,

wikiIT and wikiPT, from the English, German, French, Span-
ish, Italian and Portuguese datasets, respectively. The graphs
were obtained from an old dump of June 13, 2004. We are

not using the most recent data due to disk space restrictions.

The compressed English dataset we analyzed requires more

than 36 GB, that correspond to about 200 GB after the

extraction. In a future analysis we intend to extend the

experiments for the current graphs and compare with the

results found for these old datasets. Table 1 presents the di-

mensions of such graphs, as well as the average (#avg), and

maximum values for the indegree (maxin) and outdegree

(maxout), respectively.

Table 1: Dimensions of the wikigraphs used in the experi-
ments.

degree
DB IVI IEI avg maXin MaXout
PT 8,645 51,231 | 5.92 2,264 379
IT | 13,132 159,965 | 12.18 1,747 1,244
ES | 27,262 288,766 | 10.59 2,973 612
FR | 42,987 660,401 | 15.36 7,570 2,247
DE | 116,251 | 2,163,405 | 18.61 5,580 3,136
EN | 339,834 | 5,278,037 | 15.53 46,992 3,524

Table 2 presents some statistics on the temporal information
of the wikigraphs. The month and the year of the dataset
creation is shown in the first column of the table (age).
The average and maximum number of updates (#V_upd) and
number of visits (#vst) of the articles are presented for each
data set. The average number of outdegree and indegree is
the same, since both are obtained from the ratio of the num-
ber of edges by the number of nodes. The pages mostly vis-
ited are the main page of each dataset (the datasets wikilT
and wikiPT do not provide information on the number of
Visits).

4. LINK ANALYSISOF WIKIGRAPHS

As a very first part of this work, we show the results of the
same static analysis outlined in [4] by Broder et al. that
we performed in order to emphasize the similarities between
the common webgraphs and the wikigraphs. Consequently
we carried out di erent kind of measurements. \We present:

1. the distribution of local measures as indegree and out-
degree;

2. the size of the bow-tie components;

Table 2: Statistics for some basic properties of the wiki-
graphs.

DB age #V_upd #vst
avg max | avg max
PT | Jun/01 | 2.49 239 - -

IT | Aug/01 | 431 1505

47.14 161,736

ES | Aug/02 | 0.61 264

FR | Jun/01 | 9.52 1,985 | 35.16 162,439
DE | May/01 | 9.77 1,479 | 35.47 392,044
EN | Jan/01 | 8.76 4,986 | 42.16 1,128,186

3. the Pagerank values for all the pages.

All these experiments use a publicly available library of soft-
ware tools for handling large networks [7].
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Figure 1: Indegree distribution for the graph wikiEN

The first set of measurements concerns the indegree and
outdegree distributions. Figure 1 presents the indegree dis-
tribution plot in log scale. The distribution follows a power
law?. We found y = 2.1, as it has been observed in the
indegree distribution of webgraphs [4; 6]. The outdegree
distribution, shown by figure 2, also follows a power law
withy =2.4.

The macroscopic connectivity structure of wikipidia has been
characterized by mapping the strongly connected compo-
nents of wikigraphs. A similar analysis applied to the we-
bgraph has revealed a so-called bow-tie structure [4]. The
bow-tie structure is formed of four components. The main
component is a large strongly connected component SCC,
comprised of all nodes that can reach each other along di-
rected edges. The second and third components are the IN
and OUT sets. The IN is the set of nodes that can reach
the SCC but cannot be reached from it, whereas the OUT is
the set of nodes that are reached by the SCC but cannot
reach it. Finally, the set of nodes that cannot reach or be
reached from the SCC are the TENDRILS. There are nodes

2j.e. the probability that a node has in-degree i is propor-
tional to 71,— fory>1
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Figure 2: Outdegree distribution for graph wikiEN

that are reachable from portions of IN or reach portions of
OUT. Those TENDRILS that leave a set of nodes from IN
and enter a set of nodes in OUT are called TUBES. It ca be
observed that a significant portion of the nodes are in the
large strongly connected component SCC. We can also distin-
guish sets of nodes completely separated by the main bow-
tie, called DISCS. However the most of these disconnected
components are arranged in small bow-tie shapes.

Figure 3 presents the macroscopic structure of the webgraph
introduced by Broder et al.[4]. The figure individualizes each
of the SCC, IN, OUT, TENDRIL, TUBE and DISC components of
the bow-tie structure.

O
Q2

~——= Discoanected componeats

Figure 3: Bow-tie structure presented by Broder et al.

We measure the size of each component and the results are
presented in table 3.

We can observe that the components sizes di er quite a bit
from the previous measures of webgraphs. About 30% of the
nodes are in the core of webgraphs [4; 6], while the core of
the di erent wikigraphs contains a percentage of the nodes
of the graph that ranges between 67% and 82%.

Hence we can conclude that the link structure of Wikipedia
is well interconnected, in the sense that most of the nodes
are in the core, and from any page it is possible to reach
almost any other. Not surprisingly, this is probably due to
the implicit aim of an online encyclopedia, that is driving
the reader to related topics on the same encyclopedia during

10000

Table 3: Size of the bow-tie components of the wikigraphs.
Each entry in the table presents the percentage of nodes of
the corresponding wikigraph that belong to the indicated
bow-tie component.

DB | SCC IN OUT  TENDRILS TUBES DISC
PT | 67.14 6.79 15.85 1.65 0.03 7.50
IT | 8276 6.83 6.81 0.52 0.00 3.10
ES | 71.86 12.01 8.15 2.76 0.07 6.34
FR | 8257 6.12 7.89 0.38 0.00 3.04
DE | 89.05 5.61 3.95 0.10 0.00 1.29
EN | 8241 6.63 6.73 0.57 0.02  3.65

the topic description. In this way the content of each article
can be fully understood while the surfer visits many articles.
We complete our link analysis by measuring the pagerank
distribution for wikiEN, presented in figure 4. It is a power
law function with y = 2.1. Previous measures for the web-
graphs [6; 14] also exhibit the same behavior for the pager-
ank distribution.
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Figure 4: Pagerank distribution

Table 4 presents a list of the top pages considering the pager-
ank values, with the indegree (in), outdegree (out) and
number of visits (#vst) of the pages. The indegree of such
pages is high, as expected, while the outdegree is variable.
We list the number of visits of the top ranked pages to show
that this value is surprisingly not related with the pagerank
values. This results was also presented in [16], in which very
little correlation was found between the link analysis charac-
teristics and the actual number of visits. We have to wonder
if this finding is motivated by the nature of an encyclopedia
or if it is a common feature of the Web. Indeed, since in
Wikipedia, each item concerns a single topic and each topic
is the content of exactly one article, it is not clear what we
are going to measure with an algorithm like Pagerank: each
page is necessarily authoritative since it is the only one re-
lated with a particular issue. Instead, if this is a feature of
the Web, then we might conclude that Pagerank could not
be a so good measure of the authoritativeness for the final
users since they prefer to visit pages with lower Pagerank
values.

0.01



timestamps, ts_begin < ts_upd < ts_end. A wikipedia times-
tamp has indication of year, month, day, hour, minute and
second, printed as a string on this sequence without separa-

Table 4: The ten top ranked pages and their corresponding
indegree, outdegree and number of visits.

P_age title l out #vst tors. For example, the first English page has associated the
United_States 25410 737 7 :
timestamp 20010116200833.
2000 46992 383 2 - . .
Asia 40807 97 6 Having these temporal information, we can compute proper-
B _ ties and statistics associated with the graph over time. Next
Native_America 39648 439 1 . - A
Hispanic 38638 46 5 section presents some computations considering the tempo-
Latino 38518 9 5 ral information of the wikigraphs.
African_American 39020 74 2
United_States_Census_Bureau | 35001 37 2 6. TEMPORAL ANALYSISOFWIKIGRAPHS
Asian 38633 16 1 In this section we present the temporal analysis of wiki-
France 13253 517 3 graphs. By temporal analysis we mean the measures that

are related with the evolution of the graph over time. The
analysis in these section aims to present measures about the

. . . . . frequency of page update and the distribution of the updates
All the properties presented in this section, indegree and along the time life of a page.

outdegree distributions, bow-tie measures and pagerank dis-
tribution, are similar on di erent datasets. Moreover, sim-
ilar properties are also found in di erent snapshots of the
same datasets. Some of the properties, mainly the pager-
ank distribution, are not so explicit when considering small 10000 &
graphs. For example, the pagerank of the graph wikiPT
does not have a clear visible power law as it is found for the
WikiEN.

The next section explores statistics and properties associ-
ated with the temporal information of wikigraphs. First we
describe which kind of time information is identified.
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5. TEMPORAL INFORMATIONIN THE
WIKIGRAPHS :

Before presenting results, we recall a few concepts that are

used through this section. The first notion we introduce is 01 ‘ A
the concept of timestamp. A timestamp is a temporal in- ! 0 vd1°° 1000 10000
dication that we can associate with each graph component eesree

(i.e. nodes and edges). The timestamps are related to the
di erent events that occur during the page life span. For ex-
ample, the timestamps ts_begin, ts_end and ts_upd associated
with a webpage indicate the time the page was generated,
removed and updated, respectively. In this case, ts_upd is a
set of timestamps, and not just one reference.

In order to analyze the evolution of the graph over the time, 100000

we use the concept of snapshot. A snapshot is a picture of Apr04
the graph in a specified moment in time. In other words, a Saos T
snapshot is an old version of the current graph and such a 10000 &

version depends on the time it was taken. The precision on
the timestamp is also an important information because it
determines the granularity presented in the snapshots. For
example, some users usually insert information of the last
update of their page. For a home page, it would be enough
indicate the day, month and year that was last updated. But
if we consider an online timetable of an airport, we would
need information at a finer level.

Wikipedia provides all the successive versions of each page. 10
Each page is give with an identification (nodelD) and the

three kinds of timestamps: ts_begin, ts_end and ts_upd. The

ts_begin indicates the time the page was created whereas 1
ts_end indicates the time the page was removed from the outdegree

graph. Otherwise, if the page is still alive in the current

graph, ts_end contains time set to infinity. The ts_updi in- Figure 6: Temporal outdegree distribution for the wikigraph
dicates the i-th update of the node and ts_begin < ts_upd wikiEN.

< ts_end. In fact, due to the precision on the wikipedia

Figure 5: Temporal indegree distribution for the wikigraph
WikiEN.
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We start the temporal analysis of wikigraphs by plotting the
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Figure 7: Temporal pagerank distribution for the wikigraph
WikIEN.

indegree, outdegree and pagerank distributions for temporal
snapshots of wikigraphs. The Figures from 5 to 10 present
these plots for the wikiEN e wikiDE datasets, respectively.
For clarity, the figures present four plots per year, instead
of once a month.
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Figure 8: Temporal indegree distribution for the wikigraph
wikiDE.

For the indegree distribution of the wikiEN graph (figure 5),
it is observed a gap on the number of vertexes with low
indegree from July/2002 to October/2002. In this period
the number of pages almost doubled. As expected, in their
initial period of life they do not have many incoming links.
This behavior is not observable in the wikiDE database. Itis
interesting to observe that in the same period, the number of
pages with outdegree 8-10 increased considerable (figure 6).
So, the peak around these values in the outdegree distribu-
tion is deriving from the new pages inserted in the dataset.
The pagerank distribution has high fluctuation when the
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Figure 9: Temporal outdegree distribution for the wikigraph
wikiDE.
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Figure 10: Temporal pagerank distribution for the wiki-
graph wikiDE.

database is small, but convergence to a power is observed as
the dataset grows.

We proceed the temporal analysis of wikigraphs by plotting
the distribution of the number of the page updates. Fig-
ure 11 presents the distribution of number of nodes by the
number of updates for the six wikigraphs used for the tests.
Each point presents the number of nodes (y axis) that were
updated exactly x times.

This distribution is a power law with y = 1.9 for the three
larger datasets, and a slight di erent y for the other three.
A power law also characterizes the distribution of the page
updates when we concentrate on single snapshots. In this
case the value of y depends on how close to the dataset cre-
ation each snapshot is taken. An example of this is shown in
figure 12 for four snapshots of the graph wikiFR. Each point
represents the number of nodes (y axis) that were updated
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Figure 12: Number of pages (y axis) that were updated
the corresponding number of times (x axis) plot for four

snapshots of the graph wikiFR.

exactly the corresponding number of times (x axis). The
legend indicates the time the snapshot has been considered.

We draw a second experiment that aims to give an indication

of the distribution of the updates over the time life of the

pages. Consider the set of pages U created in a given period.

If we fix a percentage p, we can plot which is the percentage

of the number of nodes (in that specific period of time) that
had at least p of their updates done at some specific time
after the creation. Figure 13 presents the plots considering
p1 = [, p2 = 20%, ps = 40%, pas = 60%, ps = 80% and
ps = 100%. We use 0 < epsilon [T {red line) such that
it plots the time when the first update was executed. The
data is from the graph wikiEN.

Many pages, once created, are never updated, or just up-
dated a few times. About 20% of the pages are never up-
dated, as we can see from the plot on Feb/03 for ps = 100%.
About 20% of the pages are fully updated in their first month
of existence. It could be the case that many pages are up-
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Figure 13: Plot of the percentage of updates over time, con-
sidering the graph wikiEN.
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Figure 14: Percentage of distinct pages updated per month
for wikiEN.

dated soon after they are created, but the reason in fact is
that many pages are never updated. By the plot p1 = [%,
we outline that many pages have an update soon after they
are created. For example, 70% of the pages received the first
update in their first month of life.
Figures 14 and 15 show the number of distinct pages that re-
ceive updates and the number of di erent updates for every
month. As you can observe, the two functions show several
peaks and seemingly very little correlation. The percentage
of pages that are updated seems to grow with time, while
the number of updates decrease with time.
We calculated the number of bipartite cliques k(i,i) for i =1,
2,...,maxl, where maxl, in our case, is the maximum number
of i such that we found at least a webcommunity. Following
the experiment reported in [11], we plot the total number of
web communities, and the total number of nodes involved
in webcommunities, for monthly snapshots. We used the
heuristic algorithm for calculating cliques presented in [12].
Figure 16 presents the evolution of communities over time.
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Figure 15: Percentage of the number of updates per month
for wikiEN.
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One further experiment was to measure the correlation be-

tween the number of updates of a page and the pagerank,
indegree, outdegree and number of visits of a page. From
this experiment we concluded that there is no correlation
between the number of updates and any one of the other
measures. Motivated by the previous experiments, we plot-
ted the sequence of updates for the five most frequently up-
dated pages and for the five pages with higher pagerank.
Figures 17 to 21 present the plots for the most frequently
updated pages, whereas Figures from 22 to 26 show the se-
quence of updates for the most highly ranked pages. We
can observe that the frequency of updates increases with
time and show several peaks. The peaks seen to be less
predictable in the pagerank plots than in the most updated
pages.

7. CONCLUDING REMARKS
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Figure 17: Frequency of the 4986 updates of the most up-
dated page entitled “October_2003”
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Figure 18: Frequency of the 3289 updates of the second most
updated page entitled “Main_Page”

In this paper we presented link and temporal analysis of
wikigraphs. We performed a series of measurements and
observed that wikigraphs resemble many characteristics of
webgraphs. The core of this study was the temporal analysis
of wikigraphs, where we made a large number of experiments
on the evolution over time of the topological and statistical
properties of wikigraphs and made several observations on
the frequency of update of the articles of Wikipidia. We
devised a power law distribution on the number of vertices
receiving a given number of updates and found out that the
number of updates of a page is not correlated with the pager-
ank, indegree, outdegree and the number of visits of that
page. Finally, we conclude that we are not able to describe
with a simple function the rate of updates of a page. Many
pages are created and the respective updates are performed
soon afterward, while for others the updates are spread over
time, and there are also pages that have bunches of updates
in some periods of life.

The observation that the pagerank is not related with the
number of visits opens a rather interesting research direction
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aimed to establish whether pagerank is a good measure of
the authoritativeness of the pages in wikigraphs and which

modifications should be introduced in order to tune its per-
formances.
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